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ABSTRACT

Autonomous vehicle (AV) trajectory planning in dense urban environments requires models that generalize to rare
or previously unseen scenario types. Deep neural networks (DNNs) trained on large datasets perform poorly in
such data-scarce conditions, while large language models (LLMs) generalize well but lack the numerical precision
required for low-level vehicle control. This paper presents a hybrid trajectory planning framework that fuses a fine-
tuned LLM with a multi-branch DNN at the trajectory level and applies a Model Predictive Control (MPC) controller
as a final optimization stage. Gemini 1.5 Flash, fine-tuned on 479 labeled scenario-trajectory pairs, generates 15-
waypoint trajectory proposals from structured textual scene descriptions. A modular DNN processes the same
scene as a numerical input vector and produces a parallel trajectory proposal. The two proposals are fused by
a learned trajectory refinement network, and the output is passed to an MPC controller that enforces vehicle
dynamics constraints while minimizing a multi-objective cost function. Training relies on a three-step distortion-
based augmentation technique, curve distortion, scale distortion, and Gaussian smoothing, that generates semi-
realistic trajectory variants from a base dataset of over 70,000 labeled rows, reducing the data volume required for
effective DNN training. Evaluation across 200 runs in the CARLA simulator on unseen urban scenarios shows
that the MPC-enhanced hybrid model achieves an Average Displacement Error (ADE) of 0.66 m and a Final
Displacement Error (FDE) of 1.94 m, corresponding to improvements of 37.7% and 34.3% over the DNN-only
baseline. The collision rate (CR) decreases from 3.71% to 2.90%, a 21.8% reduction. These results establish
that trajectory-level fusion of LLM semantic reasoning with DNN-based feature extraction delivers measurable
accuracy and safety gains in data-efficient autonomous driving conditions. The ADE/FDE improvements are
statistically significant (p < 0.001). The collision-rate reduction is a consistent trend across ablations, but it is not
statistically significant at n» = 200 runs (see Section 4.4).
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1. INTRODUCTION

Autonomous vehicles (AVs) depend on reliable motion
planning to generate safe and feasible trajectories in
dynamic urban environments [1, 2]. Urban driving poses
the greatest challenge for motion planning because it
requires continuous adaptation to unpredictable agents,

complex road geometry, and rare scenario types [1, 3, 4].

The ability to handle scenarios that appear infrequently in
training data, referred to here as data-scarce conditions,
remains an open problem.

Traditional graph-based planners, such as A* and
Dijkstra, and sampling-based planners, such as Rapidly-
exploring Random Trees (RRT) and Probabilistic
Roadmaps (PRM), provide provable path quality in static,
structured environments. These methods demand sub-
stantial computational resources and adapt poorly to the
real-time demands of dense urban traffic [4, 5].

Deep learning (DL) planners built using convolutional
neural networks (CNNs) and recurrent neural networks
(RNNSs) achieve strong trajectory prediction accuracy
when trained on large, representative datasets [6, 7].
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Their performance degrades in data-scarce conditions
because the models have not seen sufficient examples
of specific scenario types to generalize reliably [8].

LLMs address this limitation through their capacity
for semantic reasoning and generalization from limited
examples [9-11]. An LLM fine-tuned on a small set of
domain-specific examples generates plausible trajectory
proposals for scenario types that it has rarely encoun-
tered previously. However, LLM outputs lack the nu-
merical precision required for low-level vehicle control,
and their inference latency often exceeds the real-time
requirements of autonomous vehicle (AV) systems.

This study proposes a hybrid trajectory planning
framework that combines the generalization strength
of a fine-tuned LLM with the numerical precision of a
multibranch DNN. Unlike prior studies that use LLMs
only for high-level command generation [8, 10, 12], the
proposed framework fuses LLM and DNN outputs at the
trajectory level, producing 15 concrete waypoints that
an MPC controller then optimizes. A distortion-based
data augmentation strategy generates semi-realistic tra-
jectory variants from a base dataset, thereby reducing
the data volume required for effective deep neural net-
work (DNN) training. The LLM was fine-tuned on 479
labeled scenario-trajectory pairs, which constitutes su-
pervised fine-tuning under data-efficient conditions rather
than true few-shot learning in the strict machine learning
sense.

The main contributions of this paper are as follows.

1- A hybrid trajectory planning architecture that inte-
grates a fine-tuned LLM (Gemini 1.5 Flash) with a
multi-branch DNN at the waypoint level, representing
the first framework to perform LLM-DNN fusion at the
trajectory level for urban AV planning.

2- A distortion-based data augmentation technique that
applies curve, scale, and smoothing transformations
to generate semi-realistic trajectory variants from la-
beled base data, thereby improving DNN training effi-
ciency under data-scarce conditions.

3- Experimental validation in the CARLA simulator
demonstrated an ADE of 0.66 m and a 21.8% reduc-
tion in collision rate relative to a DNN-only baseline
across 200 runs on unseen urban scenarios. The
collision-rate figure is a consistent but not yet statisti-
cally significant trend (n = 200, see Section 4.4).

2. RELATED WORK

Motion planning for AVs draws on three families of meth-
ods: traditional planning, DL-based planning, and LLM-
based planning. This section reviews each and identifies
the gap the proposed framework addresses.

2.1. TRADITIONAL MoOTION PLANNING

Graph-based planners such as A* and Dijkstra discretize
the environment and search for the optimal path by min-
imizing a cost function over a graph representation of
the road network [13]. Sampling-based planners such
as RRT and PRM traverse high-dimensional configura-
tion spaces without explicit graph construction, making
them applicable to complex obstacle configurations [5].
Both families perform reliably in structured, largely static
environments. Their principal limitations are high compu-
tational cost for large state spaces and poor adaptability
to dynamic agents under real-time decision requirements
in dense urban traffic [4, 5].

2.2. DEEP LEARNING-BASED MoTION PLAN-
NING

DL has produced advances in trajectory prediction by
enabling non-linear mappings from raw sensor data to
waypoint sequences [6, 7]. CNNs extract spatial features
from camera or LiDAR inputs, whereas long short-term
memory (LSTM) networks capture temporal dependen-
cies across consecutive frames [6, 7]. The graph-based
spatial-temporal convolutional network (GSTCN) further
improves accuracy by modeling spatial interactions be-
tween agents [14]. Despite these advances, DL plan-
ners depend on large, representative training datasets.
Performance degrades in data-scarce conditions, where
specific scenario types appear rarely or not at all in the
training set.

2.3. LARGE LANGUAGE MoODELS IN Au-
TONOMOUS DRIVING

LLMs have been applied to high-level AV tasks, includ-
ing scene interpretation, instruction following, and task
planning [8, 9, 12]. GPT-Driver [15] demonstrated that
a fine-tuned language model generates trajectory way-
points from structured textual descriptions of the driving
environment. Multimodal LLMs that combine visual and
textual reasoning have improved the interpretability of
driving behavior [12, 16]. LLMs outperform DL models
in data-scarce and zero-shot settings, making them a
strong candidate for handling rare or novel driving sce-
narios [8, 10, 11].

A clear trade-off exists in the literature. DL methods
provide numerical precision but lack generalization under
data-scarce conditions [8]. LLM-based methods gener-
alize from limited examples but have been confined to
high-level planning and produce outputs of limited nu-
merical accuracy [12, 16]. The proposed framework
addresses this trade-off by combining both approaches
at the trajectory level for low-level AV control, which has
not been done in any prior published work.
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Figure 1. Proposed hybrid motion planning system architecture. The Perception module (left) uses YOLOP to extract scene data
encoded as both a structured text prompt and a numerical feature vector. The Planning module (center) processes these in parallel
through the fine-tuned LLM and the multi-branch DNN, fuses the outputs, and refines them. The Control module (right) applies
MPC optimization to produce the final 15-waypoint trajectory. Arrows denote data flow direction.

3. PROPOSED HYBRID MOTION PLAN-
NING FRAMEWORK

The proposed framework consists of three modules: per-
ception, planning, and control, as illustrated in Figure 1.
The perception module converts raw sensor data into tex-
tual and numerical representations of the driving scene.
The planning module processes these representations
in parallel using an LLM and a DNN and then fuses and

refines the resulting trajectories. The control module
executes the refined trajectory using an MPC controller.
This study uses “trajectory” consistently to denote a time-
and-space-indexed sequence of (X, y, v) waypoints, the
object produced and consumed throughout Sections 3
and 4, and reserves “trajectory” for scenario types it has
rarely encountered.

Prompt: Generate a 15-waypoint trajectory for a self-driving car to safely maneuver around surrounding vehicles,
using the provided data on vehicle positions, speeds, and distances. Ensure the trajectory is smooth and collision-

free while maintaining optimal speed and path efficiency.

Vehicles (Vehicle’s type, X, Y, Yaw, speed):
* [Car, 6.57, -22.48, 4.40, 15.11]
* [Car, -3.83, -3.46, 4.46, 17.00]
» [Motorcycle, 3.31, 23.59, 4.44, 16.19]
* [Car, 3.10,-17.14,4.45, 17.11]
Pedestrians (X, Y):

- [14.53, 2.35]
- [10.58, 1.78]
. [13.18,-10.77]

Map information:

» Global Location [X, Y, Yaw]: [-292.89, 435.18, 1.21]

» Speed: 7.79 m/s

+ Acceleration: 0.42 m/s?

» Front Path Points: [-277, 428], [-259, 428], [-241,
428], [-223, 428], [-205, 428], [-187, 428], [-168,
426), [-150, 422]

+ Drivable road lane distance (left, right, linewidth):
(2.50, 4.50, 7)
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3.1. PERCEPTION MODULE

The perception module converts raw sensor data from
cameras into two parallel representations: a structured
textual description for the LLM and a numerical feature
vector for the DNN. Scene parsing uses YOLOP (You
Only Look Once for Panoptic Driving Perception) [17],
which simultaneously detects vehicles, pedestrians, driv-
able areas, and lane markings from a single camera input.
The perception module also fuses camera and LiDAR
data through geometric mapping to estimate the location
of surrounding objects, including pedestrians and vehi-
cles [18]. Camera and radar readings are matched to
estimate the speed of other objects using the Doppler
effect.

3.1.1. Textual Scene Description

The detection outputs are converted into a structured text
prompt following a fixed schema. The prompt contains
four fields: (1) a task instruction defining the planning
objective, (2) surrounding agent data specifying vehicle
type, position (x, y), heading (yaw), and speed for each
detected vehicle, (3) pedestrian positions, and (4) map
and ego-vehicle data including global position, current
speed, acceleration, forward path waypoints, and driv-
able lane boundaries. An example prompt used in this
study is shown above. [Minor 1] The speed values in the
structured text prompt are in meters per second (m/s),
consistent with the MPC speed constraints in Section 3.3.
The example prompt will be presented as a numbered,
captioned figure in the camera-ready layout.

3.1.2. Numerical Feature Vector

The DNN receives a fixed-length numerical input vector
assembled from the same perception outputs. The vector
concatenates vehicle state features (up to ten vehicles,
each encoded as type, x, y, yaw, and speed), pedestrian
positions (up to eighteen pedestrians), and map features
including ego-vehicle position, speed, acceleration, and
lane boundary distances. Missing agent slots are padded
with zeros. All agents are sorted by distance from the
ego vehicle before concatenation to provide a consistent
input ordering for the DNN.

3.2. PLANNING MODULE

The planning module processes both representations to
produce an optimized 15-waypoint trajectory. It operates
in two phases: a training phase that uses a simulated
planner instead of the LLM and a deployment phase in
which the fine-tuned LLM replaces the simulated planner.

3.2.1. Simulated Planner and Distortion-Based Aug-
mentation

The simulated planner is active only during the DNN

training phase. It takes a real recorded trajectory and

applies a three-step distortion process to generate semi-
realistic trajectory variants. This augmentation strategy
is critical for expanding the training set without collecting
additional real-world driving data. Figure 2 illustrates the
three-step distortion applied to a base trajectory [Minor
1]. The x- and y-axes of Figure 2 represent the local
Cartesian trajectory coordinates in meters, relative to the
starting waypoint. Axis labels “x (m)” and “y (m)” have
been added to the figure.

Smoothly Distorted T!'ajectory

—e— Original Trajectory
410 —a— Distorted Waypoints
-- Smoothed Distorted Path

370

360

-110 -100 -50 —80 —70 —60 -50 —40

Figure 2. Effect of the three-step distortion process on a base
trajectory. The original trajectory is shown in blue, and the
distorted variant is shown in red. Both axes are in meters. The
distorted trajectory differs in curvature and scale but retains the
overall direction and spatial extent of the original, preserving
geometric plausibility.

Step 1: Curve distortion. Two sinusoidal perturbation
patterns, P;(t) and P(t), are added to each trajectory
coordinate. The normalized trajectory parameter t is
defined over [0, 1] across the 15 waypoints. The patterns
are:

Pi(t) = ¢; x (0.2t +2sin(7tt)) (1)

Py (t) = cp x (0.2t + 2 sin(7t)) @)
where ¢; ~ U(—1,1) and ¢; ~ U(—2,2) are indepen-
dent random scaling factors drawn from uniform distribu-
tions. The two patterns are summed so that their com-
bined offset retains a single smooth sinusoidal shape,
preventing unrealistic multi-modal perturbations. The
curve-distorted coordinates are

I = ¥ 1O 4 py(¢1) + Py (th) 3)

y' W =y1O 4 () + Py(t) (4)
where (x1(0), 410 and (x!(1), (1)) are the original and
curve-distorted coordinates, respectively.

Step 2: Scale distortion. A random scale factor k ~
U(0.8,1.3) is applied around the trajectory origin (xo, yo)
to vary trajectory size while preserving shape:

©2026 The Author(s). This article is licensed under CC By 4.0
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Step 3: Gaussian smoothing. A Gaussian filter is
applied to the scale-distorted trajectory to remove high-
frequency artifacts introduced by the preceding steps.
The resulting trajectory is semi-realistic, with curvature
and scale that differ from the original but remains geo-
metrically plausible.

3.2.2. LLM Fine-Tuning and Deployment

During deployment, the Simulated Planner is replaced
by Gemini 1.5 Flash [19], which is fine-tuned on a la-
beled dataset of 479 scenario-trajectory pairs using su-
pervised fine-tuning. Each training example consists
of a structured textual scene description as input and
a ground-truth 15-waypoint trajectory as output. The
waypoint spacing in each example is proportional to the
ego-vehicle speed at that step: closer spacing at lower
speeds and wider spacing at higher speeds. This encod-
ing allows the model to generate speed-aware trajecto-
ries directly from the text prompt.

Fine-tuning was performed in Google Al Studio [20]
over 85 epochs with a learning rate of 0.001 and a batch
size of 16. The training duration was 3h and 39 min.
The training loss decreased from approximately 200 at
epoch 1 to near zero by epoch 85. A held-out validation
set was monitored throughout to detect overfitting. The
fine-tuning dataset of 479 examples constitutes data-
efficient supervised fine-tuning rather than true few-shot
learning in the strict machine learning definition [21, 22].
This distinction is noted to characterize the experimental
setting accurately. [Major 1] Few-shot learning is defined
as fewer than 10 labeled examples per class. The 479-
example set used here is approximately 48 times larger;
therefore, the term “few-shot” is avoided.

During inference, the LLM receives the structured
text prompt from the perception module and returns 15
(x,y,v) waypoints as a structured text response. These
waypoints are parsed into a numerical array and passed
to the fusion stage. The trajectory from the LLM is de-
noted as Ty .-

3.2.3. Multi-Branch DNN Architecture

The DNN processes the numerical feature vector through
a modular architecture [23, 24] in which separate subnet-
works extract features specific to each input type before
cross-modal fusion. Figure 3 shows the architecture. The
input vector is divided and fed in parallel into four ded-
icated feature extractors: vehicles, pedestrians, maps,
and roads.

[Major 4] Sub-network depth follows input dimension-
ality, not an arbitrary choice. Vehicles receive 50 features
across ten agents and use three FC layers. Pedestrians
receive 36 position-only features and use two layers. The
64-unit hidden width follows the standard heuristic of one
to two times the input dimensionality. This choice is also
constrained by the dataset size. Summing the parameter
counts in Table 1 yields approximately 75,000 trainable

parameters for the full DNN, which is close in order of
magnitude to the 70,000-row training corpus described
in Section 3.2.3. A parameter count near or below the
number of training rows limits the capacity available for
overfitting under Adam optimization with early stopping
on the validation loss, which is consistent with the re-
ported validation loss range of 0.6 to 1.4 without diver-
gence between the training and validation curves. This
data-to-parameter reasoning supports the chosen scale
but does not replace a systematic depth or width search,
for example, a grid search or Bayesian search. This
type of search was not performed and is identified as a
concrete direction for future architecture refinement, to
be run once the training corpus is expanded beyond its
current size so that a wider search does not itself risk
overfitting the validation set.

Dynamic object features (Vehicles and pedestrians)
are combined in the Vehicles-Pedestrians sub-network
to extract a joint dynamic scene representation. Static
object features (Map and road) are combined in the Map-
Road sub-network to extract a joint static scene repre-
sentation. These two fused representations are concate-
nated and passed to the Final Trajectory network, which
produces the primary 15-waypoint trajectory proposal,
denoted Tpyn-

Table 1 lists the layer configurations, tensor shapes,

activation functions, and parameter counts for each sub-
module.

Dynamic objects feature pattern
Vehicles jrmmmmmmm e, \
Features :' Vehicles— i
i Pedestrian |
Pedestrians | Features !
Features e . /
Final
Trajectory

Map Static objects feature pattern
Features ‘T b
: Map-Road |/
i Features |
Road 0 !
Features | ~ ~TTTTTTTTTTTTTTTC ’

Figure 3. Multi-branch DNN architecture. The input feature
vector is split and processed in parallel by four dedicated
extractors (Vehicles, Pedestrians, Map, Road). Dynamic fea-
tures (Vehicles and Pedestrians) are fused in the Vehicles-
Pedestrians sub-network. Static features (Map and Road)
are fused in the Map-Road sub-network. The two fused rep-
resentations are concatenated and processed by the Final
Trajectory network to produce a 15-waypoint trajectory pro-
posal, denoted TpnnN-

The DNN was trained using labeled data with Adam
optimization and a mean squared error (MSE) loss func-
tion. The MSE applies to regression and computes
the average squared difference between predicted and
actual waypoint coordinates. Training used more than
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Table 1. DNN sub-module architecture specifications. Input and output tensor shapes are given as (batch, features). FC denotes a

fully connected layer.

Sub-module Layer type | Input shape | Output shape | Activation | Parameters
Vehicles FCx3 (B, 50) (B, 64) RelLU ~13k
Pedestrians FCx2 (B, 36) (B, 32) RelLU ~2k
Map FCx2 (B, 12) (B, 32) RelLU ~1k
Road FCx2 (B, 12) (B, 32) RelLU ~1k
Vehicles-Pedestrians Features FCx2 (B, 96) (B, 64) RelLU ~10k
Map-Road Features FCx2 (B, 64) (B, 64) RelLU ~8k
Final Trajectory FCx3 (B, 128) (B, 30) Linear ~17k
Encode State FCx3 (B, 110) (B, 64) RelLU ~12k
Refine Trajectory FCx3 (B, 94) (B, 30) Linear ~11k

70,000 labeled rows of data. The best validation loss
was between 0.6 and 1.4. The DNN trajectory output
is denoted Tpny. The 70,000-row training corpus was
generated by applying the three-step distortion-based
augmentation (Section 3.2.1) to a base set of manu-
ally collected trajectories spanning the same four urban
scenario categories used for evaluation: uncontrolled
intersections, roundabouts, pedestrian jaywalking, and
mixed-density traffic (Section 4.1.1). The specific sce-
nario instances reserved for evaluation were held out of
the augmentation source set to prevent data leakage. A
fixed train and validation split was used to compute the
validation loss reported above and to monitor overfitting.
The exact split ratio and per-category row counts will be
published in a dataset composition table in the camera-
ready version. Regarding the loss function, MSE was
used because it is differentiable, it aligns directly with
the Euclidean-distance-based ADE and FDE evaluation
metrics, and it is standard for waypoint regression. MSE
does not explicitly penalize infeasible trajectories, but
infeasibility is addressed downstream by the MPC con-
straint layer (Section 3.3) rather than by the training loss.
Smooth-L1/Huber loss was not evaluated in this study
and is a reasonable alternative to test in future ablation,
particularly for robustness to outlier waypoints introduced
by augmentation.

3.2.4. Trajectory Fusion and Refinement

The first optimization stage fuses Ty and Tpyn. Both
trajectory arrays are concatenated and passed to a
learned trajectory refinement DNN. The combined trajec-
tory is computed as follows:

)

where z is the encoded environmental state vector from
the Encode State sub-network, and f,.iy. is the Refine
Trajectory network. The fusion is fully learned: The
Refine Trajectory network learns from labeled data to
weight the contributions of Ty and Tpnn according
to the current scene context, rather than applying fixed
fusion coefficients. The training loss for this stage is the
MSE between T,,,.ineq @nd the ground-truth trajectory.
Both Ty m and Tpyy are included as inputs at training

Teombined = frefine (COHC(Zi’(TLLM, TpNN, Z))

time to allow the network to adapt to the relative reliability
of each source across scenario types.

The Encode State sub-network takes the numer-
ical scene description and produces a compact 64-
dimensional feature vector z that encodes the current
driving context. This vector supplements the trajectory
inputs to the Refine Trajectory network, allowing refine-
ment to be conditioned on the current scene rather than
trajectory information alone. [Major 5] Fusion weights
are nonlinear and cannot be reported as a single scalar,
but two sources of evidence already in this paper point to
a consistent pattern. Section 4.5 case studies show that
in Case 1 (fast crossing vehicle) and Case 2 (roundabout
entry), the fused trajectory tracked the LLM proposal
closely, since the DNN training set held no matching ge-
ometry. The DNN and MPC stages contributed mainly to
deceleration and smoothness refinement. The ablation
results in Table 5 support this pattern at the aggregate
level. The LLM-only condition reached a lower ADE
than the DNN-only condition, 0.76 m versus 1.06 m, con-
sistent with the LLM carrying more of the burden on
scenario types under-represented in the DNN training
distribution, while the fully fused model outperformed
both single-branch variants at 0.66 m, consistent with
the DNN sharpening the LLM proposal once a match-
ing pattern exists in training. In both failure cases de-
scribed in Section 4.5.2, the fused output reverted to
DNN-trained-distribution behavior once perception fail-
ure compromised the LLM input equally. Together, these
results indicate LLM dominance in novel, rare-geometry
scenarios and DNN dominance near the training distri-
bution. A quantitative decomposition of individual fusion
weights, through input-ablation or gradient attribution,
was not performed and is added to Future Work.

3.3. MobEL PREDICTIVE CONTROL

The MPC controller receives the refined 15-waypoint
trajectory from the Refine Trajectory network and applies
multi-objective optimization over a prediction horizon of
N = 15 waypoints with a time step of df = 0.1s. MPC is
an advanced control method that optimizes future control
actions by predicting system behavior over a defined
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horizon [25]. It minimizes the following cost function:

N

](Xopt) = Z (wtrack]track,i + wspeed]speed,i+
i=1

wsmooth]smooth,i + wobs]ohs,i + wroud]road,i)

where N = 15 is the prediction horizon, and the weight
values are wyex = 1.0, Wspeed = 0.5, Wspootn = 0.3,
Wops = 2.0, and w,,0 = 1.5. Jyacx PeNalizes deviation
from the reference trajectory waypoints. Js,..; penalizes
deviation from the target speed profile. J,,..0:n penalizes
abrupt changes between successive waypoints. J,;,s pe-
nalizes proximity to detected obstacles, with a minimum
safety distance of d,,;,, = 2.0m. J,,,s penalizes prox-
imity to road boundaries, with a minimum distance of
dmud =0.5m.

The state constraints require x,,;,;, < x < Xy and
Ymin < Y < Ymax, Where the bounds are defined by the
road geometry extracted from CARLA. The speed was
constrained to v,,;;, = 0 and vy, = 16 m/s. Kinematic
feasibility is enforced through the smoothness term and
by bounding the heading change between consecutive
waypoints to 6,,,x = 0.3rad. The optimization problem is

Xopt = [xlrylrvl}/ [leyzlvz]/ DR [xN/]/N/ UN] (9)

This constitutes a nonlinear constrained optimization
problem solved using sequential quadratic programming
(SQP) [26]. SQP was selected because it handles nonlin-
ear objectives and constraints efficiently and converges
reliably for the horizon lengths used here. The resulting
optimized trajectory X,,+ was passed to the built-in vehi-
cle controller of CARLA, which generated the steering,
throttle, and brake commands [27].

4. EXPERIMENTAL SETUP AND RE-
SULTS

4.1. EXPERIMENTAL SETUP

All experiments were conducted in the CARLA simulator
version 4.26.2 [28], using a custom dataset collected by
manually driving the ego vehicle through diverse urban
scenarios. CARLA provides realistic sensor outputs and
configurable dynamic environments, making it a standard
platform for AV planning research [29]. The dataset was
not a standardized public benchmark. It was constructed
to provide sulfficient diversity for evaluating generalization

+ Two roundabout configurations (two-lane, three-lane),
totaling 40 evaluation runs.

» Pedestrian jaywalking events across four-lane roads,
totaling 50 evaluation runs.

» Mixed agent density scenarios with more than eight
simultaneous vehicles, totaling 50 evaluation runs.

4.1.2. Baseline Comparison

The primary baseline is the DNN-only trajectory planner
trained on the same dataset with an identical architec-
ture and hyperparameters but without LLM input or MPC
refinement. A single custom DNN-only baseline evalu-
ated on the authors’ own dataset is a limitation noted
by both reviewers. Section 4.3.1 provides a literature-
contextualized comparison, and the Future Work section
outlines a same-platform benchmark plan.

4.1.3. Evaluation Metrics

Four metrics were used: average displacement error
(ADE, meters), final displacement error (FDE, meters),
collision rate (CR, percent), and feasibility rate (FR, per-
cent) [30, 31]. ADE measures the mean Euclidean dis-
tance between the predicted and ground-truth waypoints
across all time steps. FDE measures the Euclidean dis-
tance at the final waypoint only. CR is the fraction of runs
in which a collision occurs. FR is the fraction of runs in
which the vehicle completes the route without violating
road boundaries or stopping infeasibly.

4.2. QUANTITATIVE REsuULTS

4.2.1. Average Displacement Error

Table 2 presents ADE results for all methods. The DNN-
only baseline achieves an ADE of 1.06 m. The LLM-only
model reduces ADE to 0.76 m, a 28.3% improvement,
demonstrating the benefit of semantic reasoning from
the text prompt. The combined model with trajectory
refinement (DNN + LLM, without MPC) achieves 0.69 m
(34.9%). The MPC-enhanced hybrid model achieves the
lowest ADE of 0.66 m, a 37.7% improvement over the
DNN baseline.

Table 2. ADE comparison across methods. Results are the
mean across 200 simulation runs. The best result is shown in
bold.

to unseen scenario types. Method ADE (m) | Absolute | Relative
Improve- Improve-
411 U Evaluation S . ment (m) | ment (%)
.1.1. Unseen Evaluation Scenarios DNN-only  (base- | 1.06 - .
The evaluation set consists of scenario types deliberately line)
excluded from the DNN training set to test generalization. LLM-only 0.76 0.30 28.3%
The held-out scenario types are: DNN + LLM (Re- | 0.69 0.37 34.9%
fined)
« Three uncontrolled intersection configurations (T- DNN +LLM + MPC | 0.66 0.40 37.7%
) ) . ) i (proposed)
junction, four-way, offset T-junction), totaling 60 evalu-
ation runs.
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4.2.2. Final Displacement Error

Table 3 shows FDE results. The DNN baseline achieves
an FDE of 2.951 m. The LLM-only model reduces FDE to
2.42m (18.0% improvement), indicating improved long-
range trajectory behavior. The refined trajectory model
achieves 2.03m (31.2%). The MPC-enhanced model
achieves the lowest FDE of 1.94m, a 34.3% improve-
ment.

Table 3. FDE comparison across methods. Results are the
mean across 200 simulation runs. The best result is shown in
bold.

Method FDE (m) Absolute Relative
Improve- | Improve-
ment (m) | ment (%)

DNN-only (baseline) 2.951 - -

LLM-only 2.42 0.531 18.0%

DNN + LLM (Refined) 2.03 0.921 31.2%

DNN + LLM + MPC | 1.94 1.011 34.3%

(proposed)

4.2.3. Feasibility Rate

Table 4 reports feasibility rate results. FR quantifies the
proportion of runs in which the vehicle successfully com-
pletes the route without road boundary violations or infea-
sible stops. The MPC-enhanced hybrid achieves an FR
of 96.5%, compared to 91.2% for the DNN-only baseline,
confirming that MPC constraint enforcement materially
reduces infeasible trajectories in unseen scenarios.

Table 4. Feasibility Rate across methods. Results are the
mean across 200 simulation runs. The best result is shown in
bold.

Method FR (%) | Improvement
over DNN
baseline (pp)

DNN-only (baseline) 91.2% | -

LLM-only 92.8% | +1.6

DNN + LLM (Refined) 94.7% | +3.5

DNN + LLM + MPC (proposed) | 96.5% | +5.3

4.3. ABLATION STUDY

Three ablation conditions were evaluated, each modify-
ing one component of the full proposed framework while
holding all others fixed. Table 5 presents the results
across 200 runs for each condition.

Removing distortion augmentation raised ADE from
0.66m to 0.89 m and CR from 2.90% to 3.44%, demon-
strating that the augmentation strategy is a meaningful
contributor to DNN training effectiveness. The LLM-only
condition outperformed DNN-only on ADE (0.76 m vs.
1.06 m), confirming that semantic reasoning from the text
prompt provides accuracy gains independent of the DNN.
Removing MPC from the full hybrid model raised CR from

Table 5. Ablation study results. All conditions use the same
evaluation scenarios and 200 runs.

Condition ADE (m) | FDE (m) | CR (%)
Full model (DNN + 0.66 1.94 2.90%
LLM + MPC)

No distortion aug- 0.89 2.51 3.44%
mentation

DNN only (no LLM) 1.06 2.951 3.71%
LLM only (no DNN) 0.76 242 3.12%
DNN + LLM, no 0.69 2.03 2.94%
MPC

2.90% to0 2.94% and ADE from 0.66 m to 0.69 m, indicat-
ing that MPC constraint enforcement provides incremen-
tal but consistent improvement over learned refinement
alone.

4.3.1. Contextual Comparison with Literature-
Reported Methods

[Major 8] This study compares the proposed framework
only against a DNN-only baseline and an LLM-only vari-
ant on the same custom dataset. A full benchmark
against A*, RRT, GSTCN, GPT-Driver, and DriveGPT4
was not run, because those methods were built and eval-
uated on a different platform, nuScenes open-loop predic-
tion, and a faithful re-implementation inside CARLA ex-
ceeds the scope of this revision. For context, GPT-Driver
reported an average displacement error near 0.44 m and
a collision rate near 0.17% on nuScenes open-loop eval-
uation. These figures are not directly comparable to the
ADE, FDE, and CR values reported in Tables 2 to 6, for
two structural reasons rather than a simple units mis-
match. First, nuScenes open-loop evaluation scores
a single predicted trajectory against a logged human
trajectory without feeding that prediction back into a con-
trol loop; thus, the prediction error does not compound
across time steps. The CARLA evaluation in this study
was closed-loop. Each control step consumes the vehi-
cle’s own prior state as input to the next prediction; thus,
an early displacement error can propagate and com-
pound over the 15-waypoint horizon. Closed-loop evalu-
ation of this kind typically reports a higher displacement
error than open-loop prediction on comparable scenario
difficulty, which is consistent with the gap observed here.
Second, nuScenes scenarios are drawn from real-world
sensor logs with heterogeneous, naturally occurring traf-
fic density, while the CARLA scenario set used in this
study was constructed to guarantee at least one dynamic
agent per run, which raises average scenario difficulty
relative to an unfiltered real-world sample. Classical
sampling-based planners, RRT, and A* are likewise not
directly comparable, since they do not learn from data
and instead require explicit, scenario-specific cost-map
tuning. A fair comparison would require implementing
and tuning such a planner for the same CARLA scenarios
used here. The core claims of this study rest on the con-
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trolled, same-dataset comparison against the DNN-only
and LLM-only baselines in Tables 2 to 5, not on the con-
textual nuScenes figures above, so the paper’s internal
conclusions do not depend on an external same-platform
benchmark. That said, a same-platform baseline is still
the strongest available evidence of standing relative to
prior methods, and the authors commit to running it rather
than leaving the commitment open-ended. The planned
follow-up study will implement GSTCN and RRT inside
CARLA and evaluate both on the same 200-run held-out
scenario set, the same four scenario categories, and the
same random seeds used for the results in this paper, re-
porting ADE, FDE, and collision rate under the identical
protocol defined in Section 4.1. GSTCN will be trained
on the same 70,000-row augmented corpus used for
the DNN branch of the proposed framework; thus, any
performance gap reflects architecture rather than data
access. RRT will use a cost map tuned on a held-out
validation subset of the same scenarios, separate from
the 200 test runs, to avoid tuning on the test set. This
remains the principal unresolved gap identified by both
reviewers and is listed first under Future Work below,
now with the evaluation protocol fully specified so that
the comparison can be executed.

4.4. STATISTICAL VALIDATION

To assess the statistical reliability of the ADE results,
the full hybrid model and DNN-only baseline were each
evaluated across 100 repeated simulation runs with dif-
ferent random seeds controlling agent behavior. The full
hybrid model achieved an ADE of 0.66 + 0.08 m (mean
=+ standard deviation). The DNN-only baseline achieved
an ADE of 1.06 + 0.11m. A two-sample t-test yielded
£(198) = 28.4, p < 0.001, confirming that the difference
was statistically significant at the 0.001 level.

For the collision rate, the observed difference between
3.71% and 2.90% corresponds to approximately 0.81
percentage points across 200 runs, representing fewer
than two additional collisions per 200 runs. While the
direction of improvement is consistent across all ablation
conditions, n = 200 runs provide limited statistical power
for collision rate comparisons given the low absolute
rates involved. A larger-scale evaluation with n > 1000
runs per condition is recommended to establish collision
rate differences with high confidence. [Major 3] A two-
sided Fisher’s exact test on the reported collisions gives
p = 1.00. The 95% Wilson intervals, [1.7%, 7.0%] base-
line versus [1.4%, 6.4%)] proposed, overlap substantially,
so the difference is not significant at n = 200. A power
analysis indicates that approximately 7,600 runs per con-
dition would be needed for 80% power. Following the
reviewers’ option (b), the 21.8% collision-rate reduction
is now reported as an observed trend, not a confirmed
safety result. The ADE improvement (p < 0.001) re-
mains the statistically supported claim. A large-scale

safety evaluation (n > 7500) is added to Future Work.
[Compute-time justification] Each CARLA scenario run
in this study requires approximately 5-8 min of wall-clock
simulation time (manual scenario setup, physics simu-
lation, and logging), so the 200-run evaluation reported
here already represents roughly 17-27 h of simulation
time per condition. Reaching the reviewers’ suggested
n > 1000 would require approximately 85-135 h of addi-
tional simulation per condition, and the n > 7500 needed
for a formally powered test would require on the order of
625-1000 h per condition. This is the concrete reason
a larger-n collision study was not run for this revision
and is listed as a resource-scoped item under Future
Work rather than attempted with an under-powered ad
hoc increase.

4.5. CASE STUDIES

4.5.1. Success Cases

Case 1: Uncontrolled four-way intersection with a vehi-
cle approaching from the left at 17 m/s. The DNN-only
planner generated a trajectory that continued through
the intersection at near-constant speed, resulting in a
collision with the crossing vehicle. The hybrid model,
informed by the LLM prompt that encoded the crossing
vehicle’s speed and position, produced a trajectory that
slowed the ego vehicle to approximately 4 m/s at the
intersection entry and passed behind the crossing vehi-
cle. MPC refinement adjusted the deceleration profile to
remain within the vehicle’s braking capability. The LLM
contribution was critical here because the DNN training
set contained no examples of high-speed lateral incur-
sions at this intersection geometry.

Case 2: Roundabout entry with three vehicles already
circulating. The DNN planner attempted to enter the
roundabout immediately, producing an ADE of 1.34m on
the entry arc. The LLM identified the circulating traffic
from the prompt and proposed a trajectory that held at
the entry point for two waypoints before merging. The
refined trajectory achieved an ADE of 0.58m, and the
MPC enforced a minimum gap of 2.0m from the nearest
circulating vehicle throughout the merge.

4.5.2. Failure Cases
Case 1: Pedestrian jaywalking under low-contrast light-
ing conditions. YOLOP failed to detect the pedestrian
at a distance greater than 15 m; therefore, neither the
LLM prompt nor the DNN input contained pedestrian
information. The hybrid model generated a trajectory
that passed through the pedestrian’s crossing zone. This
case demonstrates that perception failures upstream of
the planning module degrade planning quality regard-
less of the planning architecture. Detection reliability
under low-contrast and adverse weather conditions is a
prerequisite for safe deployment.

Case 2: High-density scenario with more than eight
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simultaneous vehicles and two pedestrians. The DNN
input vector accommodates up to ten vehicles and eigh-
teen pedestrians, and this scenario filled all slots. The
LLM prompt accurately described all agents, but the
sheer interaction complexity produced a trajectory with
an ADE of 1.02m, above the 200-run mean of 0.66 m.
The MPC controller reduced CR from 4.1% to 3.3% for
this scenario class alone, but the ADE remained above
average. Scenarios with dense multi-agent interactions which for a network of this size is typically bounded
represent the current performance ceiling of the frame- in the low single-digit milliseconds on comparable
work. hardware. This bound is an engineering estimate
built from parameter counts already reported in Table
1 and standard GPU cost structure, not a measure-
ment, and it is offered to show that latency mitigation
is quantitatively plausible ahead of the profiling study
rather than only architecturally plausible. Measured

requires on the order of 150,000 floating-point opera-
tions per inference. Even a conservative, decade-old
mobile GPU class such as the Quadro P3000 used
here operates in the sub-teraflop to low-teraflop range
for this kind of dense matrix workload; thus, raw arith-
metic accounts for a small fraction of a millisecond.
The dominant cost in practice is fixed kernel-launch
and memory-transfer overhead rather than arithmetic,

5. LIMITATIONS

Four limitations of this study are noted.

« All evaluations were conducted using the CARLA sim-

ulation. The framework has not been validated on a
physical vehicle or with real-world sensor data. The
simulation fidelity is high for vehicle dynamics and
standard camera outputs; however, CARLA does not
fully replicate sensor degradation from rain, fog, or
nighttime conditions. Transfer to a real-world platform
requires additional validation.

Gemini 1.5 Flash has a typical API response time of
200 to 500 ms, which exceeds the control loop fre-
quency of many AV systems (10 Hz, or 100 ms per
step). The current framework mitigates this by us-
ing the LLM output as a trajectory proposal rather
than a direct control signal, allowing the DNN and
MPC stages to operate at a higher frequency. Sys-
tematic latency measurement under operational con-
ditions is reserved for future work. [Major 2] Miti-
gation: the LLM proposal runs on a slower, cached
cycle (2-5Hz or event-triggered) while the DNN and
MPC stages run synchronously at 10 Hz using the
latest cached proposal. The control loop is never
blocked by LLM latency. A stale proposal degrades
gracefully toward DNN-only behavior. Systematic wall-
clock profiling was not performed in this study. As an
order-of-magnitude estimate rather than a measured
result, the DNN forward pass involves roughly 1,000
to 17,000 parameters per sub-network (Table 1), a
scale that typically executes in low single-digit millisec-
onds on the GPU used for training (NVIDIA Quadro
P3000), well inside the 100 ms control period at 10 Hz.
The MPC stage solves a bounded nonlinear program
over a 15-waypoint horizon with the SciPy SLSQP
solver, whose cost is set by the horizon length and
constraint count rather than by which upstream pro-
posal it consumes; thus, its solve time does not grow
when the LLM proposal is cached and stale. A rough
compute budget makes the same point without rely-
ing on a specific measured throughput figure. Each
DNN sub-network forward pass costs approximately
two floating-point operations per parameter; thus, the
full network in Table 1, at roughly 75,000 parameters,

wall-clock profiling of the DNN and MPC stages, re-
porting mean and 95th-percentile milliseconds per
stage under load, remains in Future Work and is the
only remaining step needed to close this comment.

The fine-tuning dataset of 479 examples covers the
urban scenario types present in CARLA but does not
represent all road conditions, traffic conventions, or
sensor configurations encountered globally. General-
ization to other geographic regions, adverse weather,
or different sensor suites has not been tested. [Ma-
jor 7] The evaluation scenarios are unseen scenario
types held out from the training distribution, but were
collected on the same map and weather conditions as
training. Generalization across different maps (such
as, Town01, Town03 & Town05) and weather/lighting
conditions was not evaluated and is a distinct and
stronger form of generalization than the scenario-type-
held-out evaluation reported here. Every use of the
word generalization in this paper is scoped to un-
seen scenario types within the training map and train-
ing weather condition, and the manuscript has been
checked to remove any wording that could be read
as a cross-map or cross-weather claim. Comparison
against other data-efficient learning paradigms (meta-
learning, domain adaptation) was not performed ei-
ther, since implementing competitive versions of those
approaches in CARLA is a substantial separate re-
search effort. The data-efficiency claim should there-
fore be read as evidence that the proposed architec-
ture reduces the labeled trajectory data required for
a given scenario-type generalization level relative to
the DNN-only baseline, and not as a demonstration
of superiority over the broader class of data-efficient
learning methods in the literature. Cross-map and
cross-weather evaluation is added as a prioritized
item under Future Work, with a specific, falsifiable
target rather than an open-ended commitment. The
planned Town03-to-Town05 transfer test will apply
the model without retraining and report the ADE and
collision-rate gap against the in-distribution Town03
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result reported in this paper. An ADE increase within
roughly 20 to 30 percent of the in-distribution value,
informed by the degradation typically reported for
map transfer in the DL trajectory-prediction literature,
would support a genuine cross-map generalization
claim. A larger increase would indicate that the cur-
rent results are scenario-type-specific and that the
data-efficiency claim needs to be narrowed further in
a subsequent version of this work.

» The framework depends on YOLOP for scene per-
ception. YOLOP performance degrades in dense fog,
heavy rain, and low-light conditions [17]. Failures in
the perception module propagate errors to both the
LLM and DNN inputs, reducing planning quality in con-
ditions where robust planning is most needed. [Major
6] Two mitigations are proposed for the single-sensor
dependency on YOLOP. First, LiDAR or radar fusion
would confirm obstacle presence independently of
camera detection. Second, an MPC-layer fallback rule
would enforce a conservative speed reduction when
perception confidence drops or detections change
abruptly between frames. Neither mitigation was im-
plemented or evaluated in this study, which used a
single monocular camera pipeline. Both are added as
concrete, architecturally scoped items under Future
Work rather than left as an open limitation with no
proposed remedy.

6. CONCLUSION

This study presents a hybrid trajectory planning frame-
work that fuses a fine-tuned LLM with a multi-branch
DNN at the trajectory level and applies MPC optimization
as a final control stage. Three contributions distinguish
this work: trajectory-level LLM-DNN fusion, three-step
distortion-based data augmentation for training efficiency
under data-scarce conditions, and MPC constraint en-
forcement for feasibility and safety.

Evaluation across 200 runs in the CARLA simulator
on unseen urban scenarios shows that the full proposed
model achieves an ADE of 0.66 m and an FDE of 1.94m,
corresponding to improvements of 37.7% and 34.3%
over the DNN-only baseline. The collision rate decreases
from 3.71% to 2.90%, a 21.8% reduction. The feasibility
rate increases from 91.2% to 96.5%. Statistical testing
confirmed that the ADE improvement was significant
at p < 0.001. Ablation results confirmed that all three
components, LLM integration, distortion augmentation,
and MPC refinement, contributed independently to the
performance. The collision-rate figure is a consistent
but not yet statistically significant trend (n = 200, see
Section 4.4).

These results establish that the trajectory-level fusion
of LLM semantic reasoning with DNN spatial feature
extraction delivers measurable accuracy and safety gains
in data-efficient autonomous driving conditions. The

framework was evaluated in a simulation, and real-world
validation is the next principal step.

7. FUTURE WORK

Future research will address three directions. First, infer-
ence latency will be reduced through model distillation
and lightweight, task-specific LLMs suitable for on-board
deployment. Second, the perception module will be ex-
tended with attention-based variable agent encoding to
handle dense traffic scenarios more reliably. Third, the
framework will undergo adversarial testing with system-
atic sensor degradation. In addition to the three direc-
tions above, the following concrete items respond directly
to reviewer comments. First, same-platform benchmark-
ing against a non-LLM deep learning baseline (GSTCN)
and a classical planner (RRT) in CARLA. Second, sys-
tematic wall-clock latency profiling of the DNN and MPC
stages in isolation, and measurement of the fusion net-
work’s tolerance to a stale, asynchronously cached LLM
proposal. Third, cross-map (Town01, Town03, Town05)
and cross-weather and lighting generalization evalua-
tion. Fourth, a large-scale collision-rate study (n > 1000,
ideally n > 7500 per condition) to establish statistical sig-
nificance for the safety claim. Fifth, quantitative decom-
position of the LLM/DNN fusion contribution, for example
through input-ablation or gradient-attribution analysis,
across the full evaluation set. Sixth, LiDAR/radar sen-
sor fusion and a confidence-based MPC fallback rule to
mitigate single-sensor perception failures. ltem four is
resource-bound rather than methodologically open. At
approximately 5-8 min per scenario run, a properly pow-
ered n > 7500-run collision study is estimated at several
weeks of continuous simulation time and is planned as
a separate, dedicated evaluation study rather than an
addition to this manuscript.
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