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Abstract
Accurate brain stroke prediction requires models that can detect high-risk cases while adapting to newly arriving
clinical data. This study proposes an interpretable incremental tree-based learning approach for brain stroke
prediction using Decision Tree, Random Forest, and Gradient Boosting. Experiments were conducted using the
Cerebral Stroke Dataset, a public imbalanced stroke prediction dataset with 43,400 records and 12 attributes.
Since the dataset does not provide verified patient-level timestamps, the data were divided into three sequential
simulated cohorts to evaluate model behavior under progressive data availability. Decision Tree was used as
a refitted interpretable baseline, while Random Forest and Gradient Boosting were updated using a warm-start
strategy by appending additional estimators at later stages. Rule extraction and rule classification were used
to translate tree-based decision logic into readable rules and categorize them as conforming, generalized, spe-
cialized, unexpected, or novel, enabling analysis of rule evolution across cohorts. Experimental results showed
that the incremental approach improved sensitivity-oriented performance and reduced update time compared
with traditional retraining. At the final stage, incremental Gradient Boosting achieved 98.044% accuracy, 75.32%
F1-score, 91.03% recall, and 94.66% ROC AUC, with only 40 false negatives. Therefore, incremental Gradient
Boosting provided the most clinically suitable trade-off between stroke-case detection, update efficiency, and
interpretable rule behavior.
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1. INTRODUCTION

Brain stroke is a major neurological disorder that occurs
when the blood supply to the brain is interrupted or re-
duced, leading to acute neurological dysfunction and, in
many cases, long-term disability or death. Recent global
estimates indicate that stroke remains one of the leading
causes of death and disability worldwide, which makes
early risk recognition an important public health and clin-
ical priority [1]. Clinically, stroke is commonly classified
into ischemic and hemorrhagic types, and stroke risk
is influenced by several modifiable and non-modifiable
factors, including hypertension, diabetes, smoking, car-
diovascular conditions, age, and lifestyle-related factors
[2]. Because clinical outcomes are strongly influenced
by timely intervention, early prediction of high-risk cases
remains an important objective in preventive healthcare
and clinical decision support. Machine learning has

been increasingly used for stroke prediction because
it can learn predictive patterns from demographic, clini-
cal, and lifestyle-related variables. Previous studies have
applied several classification algorithms for stroke pre-
diction, including decision trees, random forests, logistic
regression, support vector machines, naïve Bayes, and
ensemble-based methods, and have shown that predic-
tive performance is strongly affected by preprocessing,
feature selection, and class-imbalance handling [3]. How-
ever, high accuracy does not necessarily indicate clinical
reliability in stroke prediction. Stroke datasets are often
imbalanced, and a classifier may obtain high accuracy by
correctly predicting the majority non-stroke class while
missing a considerable number of actual stroke cases
[4]. This issue makes false-negative reduction a central
concern. In a clinical screening context, failing to identify
a patient who is actually at risk may be more harmful
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than producing a false alarm. For this reason, evaluation
should give particular attention to recall, F1-score, ROC
AUC, and sensitivity under high specificity rather than
relying only on overall accuracy. A useful stroke predic-
tion model should therefore provide not only acceptable
global performance but also strong sensitivity to minority
positive cases. Most existing stroke prediction studies
follow a traditional batch-learning strategy, where the
model is trained on a fixed dataset and retrained from
scratch when new data become available. This strat-
egy is simple and widely used; however, it is not fully
aligned with real healthcare environments, where patient
data may arrive continuously, and the underlying data
distribution may change over time. In machine learning
settings where data distributions change, concept drift
is a known challenge, and adaptive learning methods
are commonly used to maintain model relevance over
time [5]. Incremental supervised learning addresses this
issue by updating models progressively as new data ar-
rive, instead of rebuilding the model entirely from the
beginning [6]. Incremental learning offers a practical di-
rection for stroke prediction because it allows the model
to incorporate newly observed patient cases while re-
taining useful knowledge from previous training stages.
This can reduce the update time and may improve sensi-
tivity to emerging patterns without relying on complete
retraining. In this study, incremental learning was used
to simulate a setting in which clinical data become avail-
able across sequential simulated cohorts. Tree-based
models are particularly suitable for this study because
they provide a balance between predictive performance
and interpretability. Decision Tree models produce ex-
plicit decision paths, Random Forest improves robust-
ness through ensemble learning, and Gradient Boosting
enhances prediction by sequentially correcting earlier
errors. In addition, tree-based models allow predictive
rules to be extracted and examined, which is valuable in
applications where model behavior should be explainable
and auditable [7]. Rule analysis also makes it possible
to observe whether newly generated rules conform to
known patterns or represent novel patterns learned from
later data cohorts. This study proposes an incremen-
tal learning approach for brain stroke prediction using
three tree-based machine learning models: decision tree,
random forest, and gradient boosting. The proposed ap-
proach uses sequential simulated cohorts to simulate the
arrival of new clinical data over time. It compares incre-
mental learning with traditional retraining and evaluates
the models using predictive performance, computational
efficiency, and rule-based interpretability. The study par-
ticularly emphasizes sensitivity to stroke cases, model
update time, and the evolution of extracted rules across
sequential training stages. The main contributions of this
study are summarized as follows. First, the study imple-
ments a sequential cohort-based evaluation protocol for
stroke prediction using tree-based learning models. Sec-

ond, it examines the behavior of decision trees, random
forests, and gradient boosting under progressive data
availability, with emphasis on sensitivity-oriented eval-
uation rather than accuracy alone. Third, it provides a
comparative assessment against traditional retraining in
terms of predictive performance and update time. Fourth,
it integrates rule extraction and rule classification to ex-
amine whether model updates preserve stable decision
logic or introduce new predictive patterns. The remainder
of this paper is organized as follows. Section 2 presents
the motivation of the study. Section 3 defines the re-
search problem. Section 4 reviews related work. Section
5 describes the proposed incremental learning approach.
Section 6 presents the experimental results and discus-
sion. Section 7 concludes the paper and outlines future
research directions.

2. MOTIVATION

The motivation for this study is mainly practical and clin-
ical. In healthcare environments, patient data may be-
come available progressively, while repeatedly retraining
prediction models from scratch can increase computa-
tional cost and delay model updating. Therefore, an
adaptive learning strategy is needed to incorporate newly
available cases more efficiently [5], [6]. In stroke predic-
tion, the clinical cost of false-negative predictions is par-
ticularly high because missed high-risk cases may delay
preventive intervention. For this reason, this study em-
phasizes recall, F1-score, ROC AUC, and false-negative
reduction rather than relying only on overall accuracy.
Tree-based models were selected because they com-
bine predictive capability with interpretable decision struc-
tures. Their extracted rules allow the analysis of how pre-
diction logic changes across sequential cohorts, which
is useful for auditing model behavior in clinical decision-
support settings.

3. PROBLEM STATEMENT

The main problem addressed in this study is the limited
adaptability and interpretability of conventional stroke
prediction models when new patient data become avail-
able. Most existing approaches are trained as static
batch models and require full retraining when additional
data are introduced. This limits their practical suitability
for settings where data are processed progressively. A
second problem is that stroke prediction is affected by
class imbalance, where high accuracy may hide poor
detection of actual stroke cases. Therefore, this study
investigates how tree-based models can be evaluated
under a sequential cohort-based setting, with particu-
lar attention to sensitivity-oriented performance, update
time, and rule evolution. Therefore, this study asks how
an interpretable incremental learning framework can im-
prove stroke-case detection, reduce update cost com-
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pared with traditional retraining, and support transparent
analysis of changing decision rules.

4. RELATED WORKS

Previous studies related to this work can be grouped into
three main directions: traditional machine learning for
stroke prediction, incremental and continual learning ap-
proaches, and rule extraction for interpretable tree-based
models. This organization reflects the main components
of the proposed study: stroke-risk classification, model
adaptation over sequential data cohorts, and rule-based
interpretation of model behavior.

4.1. Stroke Prediction Using Tradi-
tional Machine Learning

Machine learning has been widely investigated for brain
stroke prediction using static clinical and demographic
datasets. Early studies applied conventional supervised
learning algorithms, such as decision trees, random
forests, logistic regression, support vector machines, K-
nearest neighbors, Naïve Bayes, and ensemble-based
classifiers. These studies generally showed that ma-
chine learning models can identify stroke-risk patterns
from patient-related features; however, the reported per-
formance varied according to preprocessing, feature se-
lection, sampling strategy, and the evaluation metrics
used [3], [8], [9]. Several comparative studies have re-
ported that random forest and boosting-based models
often achieve competitive performance in stroke predic-
tion. For example, some studies have compared multi-
ple classifiers and found that ensemble-based methods
can improve classification stability compared with single
learners, especially when the dataset contains hetero-
geneous clinical and lifestyle-related variables [10], [11],
[12]. Other studies have investigated stroke-risk classifi-
cation using national screening data or publicly available
datasets and shown that model performance depends
strongly on feature representation, dataset structure, and
class distribution characteristics [13]. Despite these con-
tributions, most existing stroke prediction studies are
designed as static batch-learning pipelines. In such
pipelines, the model is trained once on a fixed dataset
and is later evaluated on test data drawn from the same
or similar distribution. This design is useful for initial
model development, but it does not fully reflect health-
care environments in which patient records may arrive
continuously and risk patterns may evolve over time.
Moreover, many studies still emphasize overall accuracy,
even though stroke datasets are commonly imbalanced.
In this setting, a classifier may achieve high accuracy by
correctly predicting the majority non-stroke class while
failing to detect a clinically important proportion of stroke
cases [3], [4]. This limitation is particularly important
in clinical screening, where false-negative predictions

are more critical than false positives. A missed high-risk
case may delay preventive intervention, while a false
alarm can usually be followed by additional clinical as-
sessment. Therefore, sensitivity-oriented metrics, such
as recall, F1-score, ROC AUC, and sensitivity under high
specificity, are more informative than accuracy alone.
However, relatively few stroke prediction studies explic-
itly combine sensitivity-focused evaluation with adaptive
model updating.

Recent LSTM-based and Transformer-based models
have been used in sequential clinical prediction, partic-
ularly when longitudinal records, time-stamped events,
imaging sequences, or multimodal temporal data are
available. However, the dataset used in this study is
structured tabular data and does not provide genuine
longitudinal patient sequences. Therefore, tree-based
models were selected because they are more suitable
for tabular clinical features, require less data than deep
sequence models, and provide interpretable decision
rules for rule-evolution analysis.

4.2. Incremental and Continual Learn-
ing Approaches

Incremental learning has been proposed as an alterna-
tive to traditional batch learning in applications where
data arrive sequentially or where retraining from scratch
is computationally inefficient. Instead of rebuilding the
model whenever new data become available, incremental
learning updates the model using newly observed data
while attempting to retain previously acquired knowledge.
This makes it suitable for data-stream and time-evolving
environments, where adaptability and computational ef-
ficiency are required [5, 6], [14]. A major challenge in
evolving data environments is concept drift, which oc-
curs when the statistical properties of incoming data
differ from those observed during earlier training stages
[15][15]. Concept drift can reduce model reliability if the
model remains fixed after initial training. Adaptive learn-
ing methods and data-stream approaches have therefore
been studied to maintain prediction performance under
changing distributions [5], [14], [16]. These studies pro-
vide a general foundation for updating predictive mod-
els over time, but they are not specifically designed for
brain stroke prediction. Continual learning research fur-
ther highlights the challenge of retaining previous knowl-
edge while incorporating new information. When a model
is updated sequentially, it may suffer from catastrophic
forgetting, where newly learned patterns overwrite use-
ful knowledge acquired from earlier data. Several ap-
proaches have attempted to reduce this problem by pre-
serving old knowledge, regularizing model updates, or
adapting the learning process to new data without fully
discarding prior information [17–19]. Although incremen-
tal and continual learning have been applied in different
domains, their systematic use in stroke prediction re-
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Table 1. Summary of Selected Stroke Prediction Studies
Study Dataset / Do-

main
Model(s) Used Best Reported Result Main Limitation

Gurjar et al. Stroke warn-
ing symptoms
dataset

Logistic Regression, Deci-
sion Tree, KNN, Random
Forest, Naïve Bayes

Random Forest achieved
about 95.4% accuracy

Static batch evalu-
ation; no incremen-
tal updating or rule-
evolution analysis

Sailasya and
Kumari

Stroke prediction
dataset

Logistic Regression, Deci-
sion Tree, Random Forest,
KNN, SVM, Naïve Bayes

Naïve Bayes achieved
about 82% accuracy

Focused mainly
on conventional
classification per-
formance

Rahman et
al.

Kaggle stroke
prediction
dataset

XGBoost, AdaBoost, Light-
GBM, Random Forest,
Decision Tree, Logistic
Regression, KNN, SVM,
Naïve Bayes, ANN

Random Forest achieved
96% accuracy

No sequential
cohort-based up-
dating

Zhang Stroke prediction
dataset

Random Forest, SVM Random Forest achieved
95% accuracy and 93%
precision

High false-negative
rate; no incremen-
tal learning

Kumar et al. Kaggle stroke
dataset

AdaBoost, Random Forest,
XGBoost, and other ML
classifiers

Random Forest achieved
97% accuracy

Static evaluation;
no rule-evolution
analysis

Al-Mansoori
et al.

Stroke forecast-
ing dataset

Five supervised ML classi-
fiers

Random Forest achieved
94.7% accuracy

No adaptive updat-
ing or interpretabil-
ity tracking

This study Cerebral Stroke
Dataset, 43,400
records

Decision Tree baseline,
Random Forest, Gradient
Boosting

Incremental GB achieved
98.044% accuracy,
91.03% recall, 75.32%
F1-score, and 94.66%
ROC AUC

Uses simulated
sequential cohorts;
external validation
is still required

mains limited. Most stroke prediction studies focus on
static model comparison rather than sequential model
updating. This leaves an important gap: how to design
a stroke prediction framework that can update models
over sequential simulated cohorts, maintain sensitivity
to stroke cases, reduce update time, and preserve use-
ful knowledge from previous stages. Recent healthcare
studies have further emphasized the need for adaptive
and continual learning models in dynamic clinical envi-
ronments, where patient populations, devices, and data
distributions may change over time. Nevertheless, the
use of incremental learning for stroke prediction on struc-
tured tabular data remains limited, which supports the
relevance of the present study [20].

4.3. Rule Extraction and Inter-
pretable Tree-Based Models

Interpretability is an important requirement in medical
prediction tasks because clinicians and decision-makers
need to understand the reasoning behind model pre-
dictions. Tree-based models are useful in this context
because their decision structures can be translated into
explicit rules. Decision Trees provide direct rule paths,
while Random Forest and Gradient Boosting can also
be analyzed through feature importance, extracted deci-
sion logic, or ensemble interpretation methods [7], [21,
22]. Rule extraction has been studied as a way to im-
prove transparency, support model auditing, and trans-
form learned patterns into human-readable knowledge.
Some studies focused on extracting rules from machine

learning models, while others used decision-tree-based
techniques to derive business or domain rules from com-
plex data. These approaches show that extracted rules
can help users inspect how predictions are made, iden-
tify important decision conditions, and compare learned
patterns across models [7], [22]. Incremental rule min-
ing and interesting pattern discovery also provide useful
foundations for analyzing how knowledge changes when
new data arrive. Prior work on incremental association-
rule mining and temporal rule discovery has shown that
newly arriving data can produce conforming, general-
ized, specialized, unexpected, or novel patterns. Such
rule-level analysis is useful because it goes beyond pre-
dictive performance and allows the researcher to observe
whether the model is learning new patterns or merely
repeating previously known ones [23, 24]. However, rel-
atively few studies combine incremental learning with
longitudinal rule analysis in medical prediction. In stroke
prediction specifically, most studies evaluate classifica-
tion performance but do not track how decision rules
evolve across sequential cohorts. This limits the abil-
ity to assess whether model updates preserve clinically
meaningful logic, introduce new risk patterns, or produce
unstable decision behavior. Therefore, rule evolution
analysis remains an underexplored component in adap-
tive stroke prediction.

4.4. Research Gap

Based on the reviewed literature, most stroke prediction
studies rely on traditional batch learning and evaluate
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models mainly on static datasets. Incremental learning
has been studied in other domains, but its systematic use
for brain stroke prediction remains limited. In addition,
rule extraction is often treated as a post-hoc interpretabil-
ity tool rather than as a longitudinal mechanism for track-
ing how decision logic changes over time. To address
these gaps, this study proposes an incremental learning
approach for brain stroke prediction using Decision Tree,
Random Forest, and Gradient Boosting models. The pro-
posed approach evaluates predictive performance over
sequential simulated cohorts, compares incremental up-
dating with traditional retraining, and analyzes extracted
rules in terms of conformity, novelty, and evolution. This
provides a more adaptive and interpretable framework for
stroke prediction in dynamic healthcare environments.

5. THE PROPOSED APPROACH:

This study proposes an incremental learning approach
for brain stroke prediction using three tree-based ma-
chine learning models: Decision Tree (DT), Random
Forest (RF), and Gradient Boosting (GB). The proposed
approach is designed to update prediction models as
new patient-data cohorts become available, while pre-
serving previously acquired knowledge and maintaining
interpretable decision logic through rule extraction and
rule analysis. Unlike traditional batch learning, where
the model is retrained from the beginning whenever new
data are introduced, the proposed approach follows a
sequential update strategy. The model is first trained on
an initial cohort and then progressively updated using
subsequent cohorts. This design reflects the nature of
clinical environments, where patient records are contin-
uously generated over time and predictive models may
need to adapt to newly arriving data [5, 6].

5.1. General Framework

The proposed framework consists of five main stages:
data preprocessing, initial model construction, incremen-
tal model updating, rule extraction and classification,
and model evaluation. The dataset is divided into three
sequential simulated cohorts, D1, D2, and D3, and pro-
cessed sequentially at T1, T2, and T3. The first cohort
is used to train the initial model, while the later cohorts
are used to update the model incrementally. The gen-
eral workflow is as follows. First, each cohort is prepro-
cessed using the same data preparation pipeline. Sec-
ond, DT, RF, an0 d GB models are trained on the initial
cohort. Third, the trained models are updated incremen-
tally when new cohorts arrive. Fourth, decision rules are
extracted from each model after every training or update
stage. Finally, the models are compared using predictive
performance, update time, and rule-based interpretability.
Figure 1 illustrates the workflow of the proposed frame-
work. The figure distinguishes the initial training stage at

T1 from the incremental update stages at T2 and T3. In
RF and GB, previously learned ensemble components
are retained during warm-start updating, allowing later
updates to benefit from earlier training stages, while DT
is refitted as an interpretable baseline.

Figure 1. Publication-quality workflow of the proposed incre-
mental tree-based learning framework for brain stroke predic-
tion.

This framework allows the study to examine whether
incremental learning improves stroke prediction perfor-
mance, reduces update time compared with full retrain-
ing, and preserves interpretable rule behavior across
sequential cohorts.

5.2. Sequential Cohort Representa-
tion

Let the complete sequential simulated cohorts be repre-
sented as:

D = {D1, D2, . . . , DT} (1)
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where Dt denotes the data cohort arriving at time
Tt, and T is the total number of sequential cohorts. In
this study, the experimental setting used three cohorts:
D1, D2, and D3. Each cohort Dt contains a set of patient
records represented as:

Dt =
{︂(︂

x(t)i , y(t)i

)︂}︂nt

i=1
, y(t)i ∈ {0, 1} (2)

where x(t)i is the feature vector of the i-th patient in

cohort Dt, y(t)i is the corresponding class label, and nt

is the number of instances in the cohort. The class
label y(t)i = 1 represents a stroke case, while y(t)i = 0
represents a non-stroke case.

5.3. Data Preprocessing

The dataset used in this study is the Cerebral Stroke
Dataset, a public imbalanced stroke prediction dataset
available on Kaggle. It contains patient demographic,
clinical, and lifestyle-related attributes, including age, sex,
hypertension, heart disease, marital status, work type,
residence type, average glucose level, BMI, smoking sta-
tus, and stroke target label. The dataset was originally
associated with the work of Liu, Fan, and Wu on cerebral
stroke prediction using an imbalanced medical dataset
[25–27]. Since the dataset does not provide verified
patient-level timestamps, the three cohorts were treated
as sequential simulated cohorts rather than clinically ver-
ified temporal cohorts. This design was used to evaluate
the model behavior when new batches of patient records
become available progressively. Before model construc-
tion, each cohort is processed using a consistent prepro-
cessing pipeline. This includes handling missing values,
encoding categorical attributes, normalizing numerical
attributes, splitting the data into training and testing parts,
and addressing class imbalance. Consistency in prepro-
cessing is important because the objective is to compare
model behavior across sequential stages. If preprocess-
ing differs between cohorts, changes in model perfor-
mance may result from preprocessing variation rather
than genuine incremental learning. The dataset con-
tains both numerical and categorical attributes related to
stroke risk. Categorical variables are transformed into
numerical form, while numerical variables are normalized
to reduce scale-related bias. Since stroke cases repre-
sent the minority class, imbalance handling is applied to
improve the model’s ability to detect positive stroke cases
[4], [28]. In the practical implementation, class imbalance
was handled using the Synthetic Minority Oversampling
Technique (SMOTE). SMOTE was applied to the train-
ing data in each cohort to increase the representation
of stroke cases while preserving the original testing dis-
tribution for unbiased evaluation. This procedure was
applied consistently across D1, D2, and D3, supporting a
fair comparison of the model performance across the se-
quential stages. Table 2 provides a simplified description

of the dataset.

SMOTE was applied only to the training subset of
each cohort and not to the validation or testing subsets.
This was done to avoid data leakage and preserve an
unbiased evaluation under the original class distribution.
After SMOTE, the minority stroke class in the training sub-
set was oversampled to match the majority non-stroke
class.

5.4. Incremental Model Updating

At the first stage, an initial model is trained using the first
cohort:

M1 = Train(D1) (3)

where M1 represents the initial prediction model.
When a new cohort Dt becomes available, the model is
updated incrementally instead of being retrained from
scratch. The update process is defined as:

Mt = Update(Mt−1, Dt), t = 2, 3, . . . , T (4)

where Mt is the updated model at time Tt, Mt−1 is the
previously learned model, and Dt is the newly arriving
data cohort. The model-specific implementation of this
generic update is described below and summarized in Ta-
ble 3. In the practical implementation, the sequential up-
date protocol was applied over three nearly equal-sized
cohorts, D1, D2, and D3, containing 13,828, 13,827, and
13,827 records, respectively. The model was first trained
at T1 using D1. At T2, a new cohort D2 was introduced,
and the model was updated using the newly available
data while retaining the knowledge learned from T1. At
T3, the same procedure was repeated using D3, allowing
the model to benefit from the accumulated knowledge
learned across the previous stages. For Random Forest
and Gradient Boosting, incremental updating was im-
plemented using a warm-start strategy. Both ensemble
models were initialized with 100 estimators at T1. At
T2, 30 additional estimators were appended, increasing
the ensemble size to 130. At T3, another 30 estima-
tors were appended, resulting in 160 estimators. The
previously learned ensemble components were retained
during these updates, while the selected hyperparameter
settings were kept fixed after the initial tuning stage to
ensure a fair comparison and reduce retuning bias. For
Gradient Boosting, the learning rate was kept unchanged
during the incremental updates. For the decision tree,
the standard implementation does not support native
online or warm-start updating. Therefore, decision tree
was used as a refitted interpretable baseline under the
same sequential cohort protocol, rather than as a native
incremental learner.

The purpose of this update is not only to learn from
new data but also to retain useful knowledge from earlier
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Table 2. Cohort Size and Class Distribution Before SMOTE

Cohort Number of
Records

Non-Stroke
Cases

Stroke Cases Stroke Ratio

D1 / T1 13,828 13,614 214 1.55%

D2 / T2 13,827 13,613 214 1.55%

D3 / T3 13,827 13,610 217 1.57%

Total 41,482 40,837 645 1.55%

Table 3. Model-Specific Update Strategy Used in the Sequential Protocol

Model Role in This
Study

T1 T2 T3 Hyperparameter
Policy

Decision Tree Refitted in-
terpretable
baseline

Trained on D1 Refit under the
sequential pro-
tocol using D2

Refit under the
sequential pro-
tocol using D3

Fixed after ini-
tial tuning

Random For-
est

Warm-start
incremental
ensemble

100 trees
trained on D1

D2 introduced;
+30 trees ap-
pended, total =
130 trees

D3 introduced;
+30 trees ap-
pended, total =
160 trees

Fixed after ini-
tial tuning

Gradient
Boosting

Warm-start
incremental
boosting model

100 estimators
trained on D1

D2 introduced;
+30 estimators
appended, total
= 130 estima-
tors

D3 introduced;
+30 estimators
appended, total
= 160 estima-
tors

Fixed after
initial tuning;
learning rate
unchanged

cohorts. This follows the general principle of incremental
and continual learning, where the model should incor-
porate new information while reducing the loss of previ-
ously acquired knowledge [6], [17]. Knowledge retention
in this implementation was operationally achieved for
RF and GB by retaining the previously fitted ensemble
components through warm-start updating. No separate
knowledge-retention regularization term was optimized
in the experiments.

5.5. Rule Extraction and Rule Evolu-
tion

Because the proposed approach uses tree-based mod-
els, decision rules can be extracted after each training
or update stage. Let Rt denote the set of rules extracted
from model Mt:

Rt = ExtractRules(Mt) (5)

The extracted rules are compared across sequential
stages to determine how the decision logic evolves over
time. Rule extraction from tree-based models is useful
because it provides an interpretable representation of
model behavior and supports decision auditing [7], [22].
Newly discovered rules at time Tt are defined as:

Rnovel
t = Rt \ Rt−1 (6)

where Rnovel
t represents represents the rules that appear

in the current stage but were not present in the previous
stage. Conforming rules are defined as rules that remain

consistent with previously learned rules:

Rconforming
t = Rt ∩ Rt−1 (7)

The novelty ratio is calculated as:

NRt =
|Rnovel

t |
|Rt|

× 100 (8)

where NRt represents the percentage of newly discov-
ered rules at time Tt .

Similarly, the conformity ratio is calculated as:

CRt =
|Rconforming

t |
|Rt|

× 100 (9)

where CRt represents the percentage of rules that con-
form to previously learned patterns. To measure the
degree of change in rule structure between two consecu-
tive stages, the rule evolution rate is defined as

REt = 1 − |Rt ∩ Rt−1|
|Rt ∪ Rt−1|

(10)

A higher value of REt indicates a greater change in the
model’s decision logic, whereas a lower value indicates
higher rule stability. In the context of stroke prediction,
both aspects are important: the model should be stable
enough to preserve clinically meaningful knowledge but
adaptive enough to learn new patterns from incoming
data.
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Table 4. Representative Examples of Extracted Rules and Their Classification

Model / Stage Representative Extracted Rule Rule Category Interpretation

DT / T1 If age is high and hypertension = yes,
then stroke risk increases.

Conforming Consistent with established stroke-risk
factors.

RF / T2 If age is high, average glucose level is
elevated, and heart disease = yes, then
stroke risk increases.

Specialized Adds more specific clinical conditions to
an existing risk pattern.

GB / T3 If age is high, average glucose level is el-
evated, BMI is high, and smoking status
indicates risk, then stroke risk increases.

Novel Represents a newly emerging combined
pattern after incremental updating.

GB / T3 If younger age is combined with no hyper-
tension and normal glucose level, then
non-stroke prediction is more likely.

Conforming Reflects a lower-risk pattern consistent
with clinical expectations.

5.6. Rule Classification

The extracted rules are classified into five categories:
conforming, generalized, specialized, unexpected, and
novel rules. This classification is consistent with prior
work in knowledge discovery, where novelty has been
used as a measure of interestingness to distinguish
newly discovered or unexpected rules from previously
known patterns [29]. Conforming rules are consistent
with previously learned or clinically expected patterns.
Generalized rules describe broad patterns that remain
valid across multiple cohorts. Specialized rules apply to
narrower subsets of patients. Unexpected rules repre-
sent patterns that differ from previous knowledge and
may require further analysis. Novel rules indicate new
patterns that emerge after incremental updates. This
classification allows the proposed framework to evaluate
interpretability beyond simple rule extraction. It helps
determine whether the model is merely repeating old
patterns or learning meaningful new patterns from later
data cohorts. This is particularly important in clinical
decision support, where prediction performance alone
is not sufficient; the model’s reasoning should also re-
main understandable and auditable. To further illustrate
the interpretability role of the proposed framework, Table
4 presents representative examples of extracted tree-
based rules and their corresponding rule classifications.
These examples show how the extracted decision logic
can be inspected and related to clinically meaningful
stroke-risk factors.

These representative rules suggest that the extracted
decision logic is clinically plausible. Rules involving older
age, hypertension, heart disease, elevated average glu-
cose level, BMI, and smoking-related information are
consistent with commonly recognized stroke-risk factors.
Therefore, the rule-classification component supports
interpretability by showing not only model predictions
but also how decision patterns evolve across sequential
cohorts.

5.7. Proposed Algorithm
Algorithm. Proposed Incremental Learning Algorithm
for Brain Stroke Prediction

Input:
Sequential simulated cohorts D1, D2, and D3;
Tree-based models DT, RF, and GB.
Output:
Updated models, performance metrics, and classified

rules.
1. For each cohort Dt, apply the same preprocessing

pipeline:
missing-value handling, categorical encoding, normal-

ization, and training-only SMOTE.
2. Train the initial models on D1 at T1:
DT1 = Train(DT, D1)
RF1 = Train(RF, D1)
GB1 = Train(GB, D1)
3. Extract and classify rules from DT1, RF1, and GB1.
4. For each subsequent cohort Dt, where t = 2, 3:
a. Refit DT as an interpretable baseline using Dt.
b. Update RF using warm-start by retaining previous

trees and adding 30 new trees.
c. Update GB using warm-start by retaining previous

estimators and adding 30 new estimators.
d. Evaluate predictive performance and update time.
e. Extract rules from the updated models.
f. Classify rules as conforming, generalized, special-

ized, unexpected, or novel.
5. Compare the incremental models with traditional

retraining.
6. Select the final model based on recall, F1-score,

ROC AUC, update time, and rule behavior.

5.8. Evaluation Metrics
The proposed approach was evaluated from three per-
spectives. The first is predictive performance, measured
using accuracy, precision, recall, F1-score, and ROC
AUC. These metrics were selected because stroke pre-
diction is an imbalanced classification problem in which
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accuracy alone may not reflect the model’s ability to de-
tect actual stroke cases. Therefore, recall, F1-score,
ROC AUC, and sensitivity under high specificity received
particular attention, as they provide a more informa-
tive assessment of minority-class detection and reduce
missed high-risk cases [3], [4]. The second perspective
is computational efficiency, measured by comparing the
model update time in the incremental approach with the
training time in the traditional batch approach. This is
necessary because one of the main objectives of incre-
mental learning is to reduce the cost of repeated full
retraining when new data become available [6]. The third
perspective is interpretability, measured through rule ex-
traction and rule classification across sequential cohorts,
which supports the analysis of how the model’s decision
logic evolves over time [7]. The final model was selected
based on its ability to provide balanced performance
across these perspectives. A suitable model should de-
tect stroke cases effectively, update efficiently when new
data arrive, and maintain interpretable decision logic that
can be inspected through extracted rules.

6. EXPERIMENTAL RESULTS AND DIS-
CUSSION

This section presents the experimental results of the
proposed incremental learning approach for predicting
brain stroke. The results are discussed from four per-
spectives: predictive performance, improvement over
traditional retraining, computational efficiency, and rule-
based interpretability. The comparison includes three
tree-based models: decision tree (DT), random forest
(RF), and gradient boosting (GB).

6.1. Experimental Setup

The experiments were conducted using three sequential
simulated cohorts extracted from the Cerebral Stroke
Dataset, denoted as D1, D2, and D3, and processed
sequentially at T1, T2, and T3. For each cohort, the data
were divided into training and testing subsets using an
80:20 ratio. To preserve the class distribution between
stroke and non-stroke cases, stratified K-fold partitioning
was applied with k = 5. The same splitting procedure was
applied consistently to D1, D2, and D3, ensuring com-
parable evaluation across the sequential stages and re-
ducing the risk of biased performance estimates caused
by class imbalance. To ensure a fair comparison, all
models were tuned under the same validation-based pro-
cedure at the initial stage, T1. RandomizedSearchCV
was used with n_iter = 10 for each model to search for
model-specific hyperparameters. The selected hyper-
parameters were then kept fixed during T2 and T3 to
avoid repeated retuning bias and to ensure that later
performance changes were mainly attributed to the se-
quential update protocol rather than stage-specific hy-

perparameter optimization. The same preprocessing
pipeline, SMOTE procedure, train-test split ratio, and
evaluation metrics were applied consistently across all
cohorts.

Each model was evaluated under two learning set-
tings. The first setting was the traditional batch approach,
in which models were trained without using the previous
model state. The second setting was the proposed in-
cremental approach, in which each model was updated
progressively as new data cohorts became available.
The final selected settings were retained unchanged af-
ter T1 and applied consistently during T2 and T3 for all
models. The evaluated models were DT, RF, and GB.
The comparison used several performance indicators, in-
cluding accuracy, precision, recall, F1-score, ROC AUC,
and training time. Because stroke prediction is a clini-
cally sensitive task, special attention was given to recall
and false-negative reduction, because failing to detect
actual stroke cases may delay preventive intervention.
All experiments were conducted on a personal computer
running Windows 11 (version 10.0.26100) with an In-
tel64 Family 6 Model 154 processor and 15.71 GB RAM.
The implementation was performed using Python 3.13.1
and scikit-learn 1.6.0. All models were evaluated under
the same hardware and software environment to ensure
consistent timing comparisons.

6.2. Incremental Learning versus Tra-
ditional Retraining

The experimental results show that the incremental ap-
proach consistently improved the predictive performance
of the evaluated models compared with the traditional ap-
proach. The most important improvement was observed
in the recall, which is particularly relevant for stroke pre-
diction. Table 5 illustrates this.

At the final stage D3, all models showed improved
predictive performance under the incremental approach
compared with the traditional approach. Decision Tree
achieved moderate gains, with recall increasing from
42.11 to 50.19 and F1-score increasing from 41.73 to
50.19. Random Forest showed stronger improvement,
with recall increasing from 57.62 to 68.11 and ROC AUC
increasing from 75.18 to 83.58. The largest improve-
ment was observed in Gradient Boosting, where recall
increased from 50.266 to 91.03, F1-score increased from
50.20 to 75.32, and ROC AUC increased from 81.70 to
94.66. The observed recall improvement for Gradient
Boosting may be associated with the combined effect of
training-only SMOTE, warm-start estimator expansion,
and the sensitivity-oriented evaluation setting. In particu-
lar, later GB stages retained previously learned boosting
estimators and appended additional estimators when
new cohorts became available, which may have helped
the model detect more minority stroke cases. However,
this interpretation should not be considered a definitive
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Table 5. Hyperparameter Tuning Policy

Model Tuned Hyperparame-
ters

Tuning
Method

Tuning
Stage

Policy in T2 and T3

Decision Tree max_depth,
min_samples_split,
min_samples_leaf

RandomizedSearchCVT1 only Fixed after initial tuning;
model refitted as an inter-
pretable baseline

Random For-
est

n_estimators,
max_depth,
max_features,
min_samples_split,
min_samples_leaf

RandomizedSearchCVT1 only Fixed after initial tuning;
+30 trees appended at
each update

Gradient
Boosting

n_estimators, learn-
ing_rate, max_depth,
min_samples_leaf

RandomizedSearchCVT1 only Fixed after initial tuning;
+30 estimators appended
at each update; learning
rate unchanged

Table 6. Performance Comparison between Traditional and Incremental Approaches at D3

Model Approach Accuracy
(%)

F1-
Score

Precision Recall ROC
AUC (%)

Training
Time (s)

DT Traditional 93.950 41.73 41.35 42.11 72.11 5.245

DT Incremental 96.191 50.19 50.19 50.19 74.11 2.021

RF Traditional 96.228 56.75 55.89 57.62 75.18 42.817

RF Incremental 98.162 68.11 68.11 68.11 83.58 11.718

GB Traditional 96.240 50.20 50.135 50.266 81.70 320.221

GB Incremental 98.044 75.32 64.24 91.03 94.66 61.215

Table 7. Performance Improvement of Incremental Learning over Traditional Learning at D3

Model ∆ Accuracy ∆ F1-Score ∆ Precision ∆ Recall ∆ ROC AUC ∆ Training
Time

DT +2.241 +8.46 +8.84 +8.08 +2.00 -3.224 s

RF +1.934 +11.36 +12.22 +10.49 +8.40 -31.099 s

GB +1.804 +25.12 +14.105 +40.764 +12.96 -259.006 s

causal conclusion. The observed behavior reflects the
specific experimental setting, simulated cohort construc-
tion, and preprocessing protocol used in this study, and
further validation on independent and genuinely time-
stamped clinical datasets is required. These results
indicate that the incremental approach was particularly
effective for ensemble-based models, especially gradient
boosting. This is illustrated in Table 7.

Table 7 summarizes the direct improvement achieved
by the incremental approach over the traditional ap-
proach at the final cohort D3. The largest improvement
was obtained using gradient boosting, where the recall
increased from 50.266 to 91.03, representing a gain
of 40.764 points. Its F1-score also increased by 25.12
points, and the ROC AUC improved by 12.96 points. Ran-
dom Forest showed consistent gains across all predictive
metrics, whereas Decision Tree achieved more modest
improvements. This suggests that the incremental set-

ting was most useful when combined with ensemble
models, particularly gradient boosting, where the reduc-
tion in false negatives is more important clinically than
the small difference in overall accuracy. The differences
were calculated as Incremental D3 minus Traditional D3.
Positive values indicate improvement in predictive per-
formance, while negative values in training time indicate
a reduction in computational cost. To provide a clearer
visual interpretation of the model behavior across the
sequential stages, Figure 2 shows the evolution of recall
for DT, RF, and GB under the incremental protocol from
T1 to T3.

As shown in Figure 2, gradient boosting achieved the
strongest recall improvement at the final stage, increas-
ing from 47.80% at T1 to 51.37% at T2 and 91.03% at T3.
Random Forest also showed a steady improvement from
50.99% to 68.11%, while decision tree achieved a more
limited increase from 39.47% to 50.19%. This visual
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Figure 2. Recall evolution of the incremental models across
T1–T3.

trend supports the numerical results reported in Tables 6
and 7 and further explains the sensitivity gain achieved
by the incremental update protocol. Figure 3 presents
the ROC curves and AUC values for the traditional and
incremental models on the D3 test set.

Figure 3. ROC curves and AUC values for the evaluated
models on the D3 test set.

Additional statistical validation was also conducted on
the D3 test set in response to the final reviewer ’srecom-
mendation. The D3 data were evaluated using a strati-
fied 80:20 test split, and SMOTE was applied only to the
training subset. McNemar’s exact test compared paired
predictions from the traditional and incremental versions
of each model on the same D3 test instances. The exact
p-values were 1.0000 for DT, 0.0275 for RF, and 0.0020
for GB, indicating statistically significant paired prediction
differences for RF and GB but not for DT. The correspond-
ing traditional versus incremental ROC AUC values were
0.651 versus 0.651 for DT, 0.879 versus 0.900 for RF,
and 0.861 versus 0.874 for GB. These results provide
supplementary statistical evidence and should be inter-
preted together with the sensitivity-oriented metrics and
false-negative behavior. The observed recall improve-
ment for Gradient Boosting may be associated with the
combined effect of training-only SMOTE, warm-start esti-
mator expansion, and the sensitivity-oriented evaluation
setting. In particular, later GB stages retained previously
learned boosting estimators and appended additional
estimators when new cohorts became available, which

may have helped the model detect more minority stroke
cases. However, this interpretation should not be con-
sidered a definitive causal conclusion. The observed
behavior reflects the specific experimental setting, sim-
ulated cohort construction, and preprocessing protocol
used in this study, and further validation on independent
and genuinely time-stamped clinical datasets is required.

6.3. Computational Efficiency

The incremental approach also reduced training time as
the models progressed from D1 to D3. The reduction was
clear across all three models. Decision Tree achieved
a total training-time reduction of 67.46% from to , while
Random Forest achieved 73.23%. Gradient Boosting
achieved the highest reduction, with a total decrease of
80.87%. The following table details this. The reduction in
training time can be explained by the sequential update
design. Instead of rebuilding the ensemble models from
scratch at each stage, the warm-start strategy retained
the previously learned estimators and appended only
a fixed number of new estimators when a new cohort
became available. As a result, the models incorporated
new cohort information at a lower computational cost
than full retraining.

Table 8. Training-Time Reduction within the Incremental Ap-
proach

Model Reduction
(D1 → D2)

Reduction
(D2 → D3)

Total Reduction
(D1 → D3)

DT 38.23% 47.32% 67.46%

RF 49.05% 47.52% 73.23%

GB 63.60% 47.47% 80.87%

This result is important because GB had the high-
est training cost at the first stage, but the incremental
approach substantially reduced its update time in later
stages. Specifically, the GB training time decreased from
approximately 320.063 s at D1 to 61.215 s at D3. This
indicates that incremental updating can make compu-
tationally expensive models more practical in dynamic
healthcare environments. Although DT and RF remained
faster in absolute training time at D3, their predictive be-
havior was less clinically favorable. DT was very fast but
had low recall, whereas RF was efficient and accurate
but produced more false negatives than GB. Therefore,
GB provided the best trade-off between update efficiency
and clinical sensitivity.

6.4. Confusion Matrix Analysis

The confusion matrix results provide a clearer explana-
tion of why GB was the most suitable model. At D3, GB
achieved 406 true positives and only 40 false negatives.
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In contrast, RF achieved 267 true positives and 125 false
negatives, while DT achieved 261 true positives and 259
false negatives. Table 8 presents these results.

Table 9. Confusion Matrix Results at D3

Model TP TN FP FN

DT 261 12821 259 259

RF 267 13083 125 125

GB 406 12928 226 40

The RF confusion-matrix values were verified against
the original experimental records. Although FP and FN
are numerically equal for RF at the final stage, both val-
ues were recorded as 125 in the final output; therefore,
the equality is coincidental and not a transcription er-
ror. Table 9 confirms that gradient boosting achieved
the lowest number of false negatives at the final stage,
which supports its selection as the most clinically suit-
able model despite random forest having slightly higher
overall accuracy. This difference is clinically meaningful.
A lower number of false negatives indicates fewer ac-
tual stroke-risk cases are missed. Although RF obtained
slightly higher accuracy, GB detected substantially more
true stroke cases. Therefore, from a clinical decision-
support perspective, GB is preferable because it provides
a stronger ability to identify high-risk patients. The confu-
sion matrix also shows that DT had the weakest sensitiv-
ity at the final stage. Its false negatives remained high,
indicating that the model failed to detect many stroke
cases despite acceptable overall accuracy. RF improved
over DT, but GB offered the most balanced result by com-
bining high true-positive detection with a relatively low
false-negative count.

6.5. Rule Classification and Inter-
pretability

In addition to predictive performance, the study analyzed
the extracted rules from DT, RF, and GB across the three-
time stages. The rules were classified using the novelty
measure into conforming, generalized, specialized, un-
expected, and novel rules under thresholds from Φ = 0.1
to Φ = 0.9. This analysis was used to observe how the
decision logic evolved during incremental learning. Table
10 summarizes the rule classification results at the 0.5
threshold.

Table 10 shows that Random Forest and Gradient
Boosting achieved more than 90% conforming rules at Φ
=0.5, indicating stable rule behavior after incremental up-
dating. Decision Tree remained slightly below this level,
with 88.70% conforming rules, although it produced the
smallest and most interpretable rule set. For the deci-
sion tree, the number of rules was relatively small, which
made the model highly interpretable. At D3, the total

number of rules reached 292. However, DT showed
weaker clinical performance, especially in recall. This
indicates that interpretability alone is not sufficient if the
model fails to detect stroke cases effectively. Random
Forest generated a much larger number of rules. At
D3, the total number of RF rules exceeded 20,000, mak-
ing interpretation difficult. Although RF achieved strong
accuracy and acceptable recall, the large rule volume
reduced practical interpretability. At Φ =0.5, RF showed
more than 90% conforming rules, indicating stable rule
behavior, but its high number of rules made clinical audit-
ing less convenient. Gradient boosting provided a better
balance. It generated a moderate number of rules com-
pared with RF, ranging from approximately 5,208 rules
at T1 to 8,604 rules at T3. At Φ =0.5, GB achieved more
than 90% conforming rules, showing that its decision
logic remained largely stable after incremental updates.
At lower thresholds, GB also produced a noticeable num-
ber of novel rules, especially at T3, which suggests that
the model was able to learn new patterns from later co-
horts. This rule behavior supports the main goal of the
proposed approach. The model should not only achieve
strong predictive results but also preserve interpretable
and stable decision logic while learning from new data.
Compared with DT and RF, GB provided the most ap-
propriate compromise between predictive strength, rule
conformity, and manageable interpretability.

6.6. Overall Model Ranking

The final model comparison shows that the selection of
the best model depends on clinical priorities rather than
overall accuracy alone. RF achieved the highest final
accuracy, but GB achieved the best recall and the lowest
false-negative count. DT was the most interpretable and
fastest model, but its low recall made it unsuitable for
stroke-risk screening. The following table presents these
results.

Therefore, gradient boosting was ranked as the best
model for the proposed framework. It achieved the high-
est recall (91.03), strong ROC AUC (94.66), acceptable
training time after incremental updating (61.215 s at
(D3), and more than 90% conforming rules at Φ = 0.5.
These results indicate that incremental GB provides the
best balance between clinical sensitivity, computational
efficiency, and rule-based interpretability. Overall, the
findings confirm that the proposed incremental learning
approach improves stroke prediction compared with tra-
ditional retraining. The improvement is especially clear
in sensitivity-oriented metrics and training-time reduction.
The rule analysis further shows that incremental learn-
ing can support interpretable model evolution, making it
more suitable for adaptive clinical decision-support sys-
tems. Compared with previous static stroke prediction
studies summarized in Table 1, the proposed incremental
gradient boosting model achieved a competitive overall
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Table 10. Rule Classification Summary at Φ=0.5 and T3

Model Total
Rules

Conforming
Rules

Generalized
Rules

Specialized
Rules

Unexpected
Rules

Novel
Rules

Conforming
Ratio

DT 292 259 20 11 2 0 88.70%

RF 20812 18866 1442 504 0 0 90.65%

GB 8604 7788 606 208 2 0 90.51%

Table 11. Performance and Rule Classification

CriterionGradient
Boosting

Random For-
est

Decision Tree

Accuracy
at (D3)

98.044% 98.162% 96.191%

Recall
at (D3)

91.03 68.11 50.19

FN at
(D3)

40 125 259

Rule
Quality

> 90% conform-
ing at Φ = 0.5

> 90% conform-
ing at Φ = 0.5

< 90% conform-
ing at all Φ

InterpretabilityModerate, 5k–
8k rules

Poor, 20k+
rules

High, 292 rules

Training
Time at
(D3)

61.215 s 11.718 s 2.021 s

Clinical
Fit

Best Risky due to
higher FN

Unsuitable due
to low recall

performance and stronger sensitivity-oriented behavior.
For example, prior studies commonly reported high accu-
racy values, such as 96% for Random Forest in Rahman
et al. and 95% for Random Forest in Zhang, while the
present incremental GB model achieved 98.044% accu-
racy and 91.03% recall at the final stage. This compari-
son suggests that the proposed approach is particularly
useful when the evaluation priority is not only overall
accuracy but also the detection of true stroke cases un-
der class imbalance. However, this comparison should
be interpreted cautiously because datasets, preprocess-
ing strategies, validation protocols, and reported metrics
differ across studies.

7. CONCLUSION
This study presents an incremental learning approach
for predicting brain stroke using decision tree, random
forest, and gradient boosting models. The approach
was tested on sequential simulated cohorts to examine
whether model updating can improve prediction perfor-
mance while reducing the need for repeated retraining
from scratch. Rule extraction and rule classification were
also used to observe how the decision behavior of the
models changed after each update. The results showed
that incremental updating improved the performance of
all three models, although the level of improvement dif-
fered from one model to another. Gradient boosting
achieved the strongest clinical performance at the final

stage, with a recall of 91.03, a ROC AUC of 94.66, and
only 40 false negatives. This result is important because,
in stroke-risk screening, missing a true high-risk case is
more serious than a small difference in overall accuracy.
Although Random Forest achieved slightly higher accu-
racy, it produced more false negatives, making gradient
boosting the more suitable model from a clinical decision-
support perspective. The results also showed that incre-
mental updating reduced training time across the sequen-
tial stages. Gradient boosting achieved the largest reduc-
tion from (D1) to (D3), which suggests that incremental
updating can make computationally expensive models
more practical when new data arrive. In addition, the rule
analysis showed that the extracted rules can be used to
track changes in model logic over time. This adds an
interpretability layer to the prediction process and helps
examine whether the updated model preserves stable
patterns while learning from new cohorts. This study has
several limitations. First, the cohorts were constructed
as sequential simulated cohorts because the dataset
does not provide verified patient-level timestamps; there-
fore, the results do not fully validate performance under
real clinical temporal ordering. Second, the evaluation
was conducted on a single public dataset, which lim-
its generalizability to other populations and healthcare
institutions. Third, although SMOTE was applied only
to training data to reduce class imbalance, the use of
synthetic oversampling may still influence learned de-
cision boundaries. Fourth, although an additional Mc-
Nemar statistical validation was added to the D3 test
set, broader statistical robustness still requires repeated
independent runs, external validation, and evaluation on
genuinely time-stamped clinical datasets. Future work
should therefore include repeated experiments, statistical
testing across multiple datasets, and real concept-drift
evaluation. Overall, the final results indicate that the in-
cremental GB model was the most appropriate choice for
the evaluated screening scenario because it minimized
missed stroke cases while maintaining an acceptable
update cost and stable rule behavior.
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